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Colours and how we see them

Professor John D Mollon DSc, FRS, 

Professor of Visual Neuroscience, University of Cambridge

Light can be imagined as a wave that travels through space in straight lines and vibrates at right angles to its direction of travel.  The distance between successive crests of a wave is called its wavelength and the different colours of light that we see will be composed of waves of different wavelengths.  Generally, red light is composed mainly of waves with longer wavelengths than those in green light and both red and green lights have longer wavelengths than those that make up blue light. 

The light that reaches our world from the sun contains many different wavelengths, and an object that reflects all these wavelengths equally will look white to us.  But most objects absorb some wavelengths and reflect others and different objects differ in the wavelengths that they reflect most.  Two examples are shown in Figure 1.  The solid line shows the proportions of different wavelengths that are reflected by a bright orange fruit that is much enjoyed by monkeys in South America, while the dotted line shows the proportions of different wavelengths reflected by the dark green leaves of the same species of tree. 
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Our eyes use these variations to tell one object from another:  we see the objects as differently coloured.  It is very useful to be able to distinguish objects in this way, and that is almost certainly why our eyes have evolved to let us detect which wavelengths are well reflected by a particular object.  For example, we can detect a fruit by its colour even if it is buried in a background of higgledy-piggledy leaves; and once we have found the fruit, the colour will allow us to tell how ripe it is.  Similarly, we can detect that someone is ill by slight changes in the colour of his or her face.

How do our eye and brain recognise different colours?  In other words, how do we tell which wavelengths are being strongly reflected from an object?
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The human eye (Figure 2) is rather like an electronic camera.  The curved cornea at the front, and the lens just behind it, combine to focus an image of the world on the retina – the light-sensitive surface at the back of the eye.  From moment to moment, the brain controls eye muscles to make small changes to the shape of the lens, to bring objects at different distances into focus in the image, and adjusts the iris to alter the size of the pupil and thus control the brightness of the image to keep it visible. 

The retina is made up of several layers of nerve cells.  Most of these layers are nearly transparent, because the light has to pass through them to reach the ‘rods’ and ‘cones’ in the very backmost layer.  These tiny rod and cone cells are so called because of their shapes and are packed full of molecules that absorb light.  For each photon of light that is absorbed by one of these molecules there is a tiny increase in the voltage difference between the inside and the outside of the cell; and the pattern of such electrical signals in different rods and cones is analysed by other cells within the retina before being passed on to the brain for interpretation.

Because the eye has to deal with such a large range of light levels – from a starlit road to a sunlit beach – the task is shared out between the two types of light sensors:  the rods are the more sensitive of the two types and we depend on them at low light levels, whereas it is the cones that we use for seeing in daytime.  The cones are packed together most densely in the central area of the retina, an area called the fovea.  The fovea corresponds to the part of the scene that we are looking directly at, and it’s here that we can make out the finest detail and can tell the difference between subtle shades of colour.  

However, cones in themselves don’t recognise colours.  The electrical signal from each individual cone shows only the brightness of light that the cone is absorbing at a given time.  The light may differ in its wavelengths, but once it has been absorbed, no information about these survives in the cone’s electrical signal.  
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So how can the retina distinguish colours?  Well, there are three kinds of cone in the retina (Figure 3).  Each of them gives some response to every wavelength of light, but they differ in the part of the spectrum to which they are most sensitive.  The ‘long-wavelength’ cones absorb most in the yellow-green part of the spectrum.  The ‘middle-wavelength’ cones absorb most in the green part of the spectrum.  And the ‘short-wavelength’ cones absorb most in the violet part of the spectrum.  In contrast, there is only one kind of rod cell in our retina and that is why, at low light levels when only the rods are operating, we cannot distinguish colours.

By comparing the brightness of light being absorbed in the different types of cone, the retina can work out the colour of the light arriving from that part of the scene.  This is the task of some of the cells in the uppermost layer of the retina.  These cells get opposite inputs from different types of cone.  For example, the signals from the long-wavelength cones may excite a particular cell, i.e. make it more likely to send nerve impulses to the brain, whereas signals from the middle-wave cones may inhibit the cell, so that it sends fewer nerve impulses to the brain.  So the overall output of this cell will show the relative brightness of the light being absorbed in the different classes of cone; and thus the brain receives a signal representing the colour of the light falling on that part of the retina. 

It is because there are only three kinds of cone in the retina that televisions and computer screens can reproduce most colours by mixing red, green and blue:  if a given surface in a real-world scene produces a particular set of absorptions in the three types of cone, then to reproduce the same colour for the eye, all we need to do is adjust the three lights in our mixture so that the three types of cone are excited in the same ratios as they would have been by the real-world surface.

However, our accurate perception of the colours of objects cannot be wholly explained by the three types of cone and by the retinal cells that compare the outputs of the three kinds of cone.  The brain has to take account of the fact that the illumination itself in our world varies in colour – that is, in the proportions of different wavelengths that it contains.  Thus sunlight is yellowish, since it contains more light of long wavelength than of short, whereas skylight is bluish, since contains more short-wavelength light.  The curves in Figure 1 show the willingness of a given surface to reflect the different wavelengths of light, but clearly, in sunlight and skylight, the actual light that reaches our eye from a surface will be different.  Yet objects do not vary much in their apparent colour as we carry them between different types of illumination.  This so called colour constancy arises because the brain is all the time estimating the colour of the illumination, and accordingly reinterprets the light falling on any local part of the retina.  This makes evolutionary sense, since in the natural world we often need to recognise objects by their colour, whatever changes may occur in the illumination.

You seldom notice your brain making these corrections on your behalf, but there is a curious paradox that arises from them.  It is called the ‘Paradox of Monge’ (pronounced Monj), after the great French mathematician who founded Engineering Drawing and who was one of the official witnesses at the execution of Louis XVI.  Take a red filter and look through it at a red object.  A vivid red sports car in sunlight in a crowded car park would be ideal.  From physics you might predict what you should see.  The red filter lets past only long wavelengths and absorbs the rest of the spectrum.  The red sports car reflects only long wavelengths.  So you would expect the car to look redder than red.  In fact, it will look whitish.  This is because your brain has decided that you are looking at a scene bathed in red light.  In such a scene a whitish object would send the same light to your retina as would a red object, and your brain settles for white.

To get the Paradox of Monge, you need to hold the filter close to your eye, so that your visual system is deceived into thinking that the illumination of the whole scene is red.  If you hold the filter at arm’s length, so that only the bonnet of the sports car is visible, then you’ll see what you’d predict from physics.
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